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Introduction

This report contains this introduction, a list of aims and objectives, summaries of what has been done to date and since the last meeting, and plans of what is to be done next and for the remainder of the project.  Three documents accompany this report: a second draft of the introductory chapter of the thesis, a second draft of the literature review chapter, and a report of some preliminary data analysis.

The density of accident incidence is continually changing and is correlated with many geographical variables.  Residential population density for example has a similar distribution to the density of pedestrian casualties, as is shown in Figure 1 below.
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a) Pedestrian casualty density

b) Residential population density

It is difficult to make meaningful comparisons of accident densities in different geographical regions as exposure to accident risk varies geographically.  Unless accident densities are being compared in two areas with similar exposure, like is not being compared with like and little can be inferred about the variations in risk from differences in accident density.  It is generally accepted (all other things being equal) that areas with higher levels of exposure have higher accident frequencies.
Estimating exposure is therefore an important topic in geographical road accident research.  There are various ways to go about it depending on the size of study region and the resolution and scale at which analysis is to be done.  Estimates of traffic flow are not available at anything other than broad geographical regions at the country level.  However, models exist that can be used to estimate peak and off-peak flows for smaller regions such as the Leeds district at relatively high levels of resolution.  Traffic flow estimates from network models can be converted into estimates of exposure for fixed resolution grids and these can be used to analyse the variation in accident densities.  Other proxies for exposure can be generated from population estimates and digital maps.  These can be generated at the country level at the kinds of detailed spatial resolutions desired for a geographical analysis of road accident densities.
The following are examples of exposure proxies:

· Population density at a 1-km scale and resolution as shown in Figure 1b.

· Pedestrian casualty weighted road density as shown in Figure 2a.  This is calculated by multiplying road density for each class of road by the average number of pedestrian casualties that occur on that type of road.
· Pedestrian casualty weighted road density squares as shown in Figure 2b.  This is the surface represented in Figure 2a raised to the power 2.
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a) Pedestrian casualty weighted road density

b) Pedestrian casualty weighted road density squared
With exposure proxies like those shown in Figures 1b and 2, it is possible to examine accident rates given by the number of accidents (accident density) divided by exposure, and compare accident density between regions with similar exposure.  The Geographical Analysis Machine (GAM) is a geographical data mining tool that can be used to examine the spatial variation in such accident rates based on its component measures.  GAM can be used to identify either very high accident density given the estimates of exposure, or very low accident density given the values of exposure.  

In general GAM can be used to compare the variation of any two spatial variables.  GAM can not only identify if the spatial variation of these variables (across a range of spatial scales) differ, but it shows how they significantly differ and where.  It does this by performing a one sided test that either results in the identification of clusters of excess or clusters of deficit.  For example, Figure 3a is a map that shows clusters of excess pedestrian casualties (as shown in Figure 1a) given by pedestrian casualty weighted road density exposure (as shown in Figure 2a), and Figure 3b is a map of the respective clusters of deficit.  The maps show the combined results of a search across 2 spatial scales from at 20km and 40km.
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a) GAM excess cluster map of pedestrian casualties given pedestrian casualty weighted road density

b) GAM deficit cluster map of pedestrian casualties given pedestrian casualty weighted road density

The excess map in Figure 3a identifies clusters of high levels of pedestrian casualties.  The deficit map in Figure 3b identifies regions with low levels of pedestrian casualties.  London and Glasgow are the main clusters of excess and rural areas near urban centres characterise deficit regions.  The GAM outputs need to be interpreted in relation to the inputs in Figure 1a and 2a.  By doing this, it is apparent that excess clustering in Figure 3a is similar to the distribution of high pedestrian casualty density in Figure 1a and conversely, the deficit map clustering pattern in Figure 3b is very similar to the distribution of low (but not the lowest) pedestrian casualty density in Figure 1a.  Such a correlation suggests that it may be more appropriate to raise the exposure estimate to some power greater than 1.

Figure 4a shows clusters of excess pedestrian casualties (as shown in Figure 1a) given by pedestrian casualty weighted road density exposure squared (as shown in Figure 2b), and Figure 4b is the respective map of deficit clustering.
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a) GAM excess cluster map of pedestrian casualties given pedestrian casualty weighted road density squared
b) GAM deficit cluster map of pedestrian casualties given pedestrian casualty weighted road density squared
This result (Figure 4) appears to explain more of the variation in road accident density that the previous result (Figure 3).  Not only were there fewer significant circles, but there are fewer clusters on the excess map and a less cluttered deficit map.

GAM can be run to examine the change in accident density over time.  Figure 5a shows accident density in 1992 and Figure 5b shows accident density in 1993.  Both maps have very similar distributions and it is difficult to identify the regions where there is a lot of difference.
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a) GAM excess clusters of accident density in 1993 given accident density in 1992

b) GAM deficit clusters of accident density in 1993 given accident density in 1992

With maps of the differences at the same scale as shown in Figure 6 there is no easy way to discern where accident density has increased or decreased between 1992 and 1993.
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a) 1993 – 1992 positive differences

b) 1993 – 1992 negative differences

The GAM output of using 1992 accident density as a measure of exposure for accident density in 1993 is shown in Figure 7.  Figure 7a shows where there was a significant increase in accident density from 1992 to 1993.  Figure 6b shows where there was a significant decrease in accident density from 1992 to 1993.
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a) GAM excess clusters of accident density in 1993 given accident density in 1992

b) GAM deficit clusters of accident density in 1993 given accident density in 1992

2
Aims and Objectives

The Key Objective is to investigate road accident incidence in Great Britain from 1992 using a geographical data mining (GDM) approach and the key aim is to demonstrate the benefits of such an approach.  The additional aims are listed below:
· Analyse the data at a 1-km resolution for the entire country

· Analyse the data at a 50-metre resolution for the Leeds district

· Produce density maps of accidents for the respective analysis resolutions at different spatial scales.

· Examine the spatial correlation between non-accident data variables and accident density across a range of spatial scales

· Examine the spatial distribution of different types of accident rate

· Examine spatial and temporal variations in accident and casualty densities.  In particular identify where there have been significant increases and decreases in accident density and different severities of casualty over the study period.

· Produce some new and exciting results that map the changing pattern of accident density and casualty severity.  Investigate the level to which these maps support road safety schemes that have been implemented in the Leeds district.

· Develop a position from which recommendation can be made about the resolutions and scales at which Stats19 should be analysed, how their geographical analysis can help achieve the governments 2010 casualty reduction targets, and how the collection and analysis of road accident data can be improved.

· The first task is to generate density maps of Stats19 data, available Ordnance Survey digital map data, and census population data.

· Investigate whether and how road accident data can be used to improve digital maps.

3.
Methodology outline

There are various geographical variables in Stats19 road accident data, they concern the casualties involved: their ages, sexes, extent of their injuries; and, whether they were drivers, passengers, cyclists or pedestrians.  Also there are details of the road and weather conditions, the time and date, and information about the location of the accident, e.g. it occurred near a particular type of crossing and junction, in a particular speed limit and at given easting and northing coordinates.  There is much geographical detail in Stats19 data, and there are many interesting relationships that can be examined and hypotheses that can be formulated about it.  For example, the ratio between the number of accidents involving a single vehicle and the number of accidents involving more than one vehicle is highest on single carriageway roads.

Stats19 data can be enriched by and used to enrich other geographical data about Britain.  This can readily be done owing to the temporal and spatial location information in the data.  Population census data, remotely sensed data (from satellites and areal photographs), measures of land height and slope, digital map data, and derived area classifications can be linked into the analysis of stats19.  These data may contain much useful information for analysing spatial and temporal variations in road accident incidence rates.  Other theoretically desirable data, such as traffic flow and speed limits, are not so readily available.

Identifying causal relations between other characteristics of a geographical region and observed accident rates is not possible given the deficiencies in available data.  There is simply not nearly enough spatial and temporal detail in the data.  The best that can be hoped for is to identify geographical correlations between accident rates and other variables in the hope that this might help identify something that can be affected.

Perhaps the best traffic flow information at present the best one can get is estimates of peak and off-peak flows from a model like SATURN.   Although related these are different and it is almost impossible to factor for demographic effects on accident rates is to compare the demographics of areas with similar traffic flow and other characteristics.  This helps like to be compared with like, all other things being equal.  In order to do this not only is auxiliary data required, but also sufficient numbers of similar areas are needed.  Another part of the problem is that accident victims do not always live in the region in which the accident occurred.  This makes it difficult to estimate exposure based on residential population.  A further problem can be identifying or selecting only accidents that involve casualties that live in the neighbourhood as this information is not generally available. 

In attempting to understand the variation in road accident rates what might be a sensible thing to do is identify and examine areas in which there has been a significant change in rates over time.  Identifying these areas can help narrow down the search for related geographical covariates

This will be the first attempt at a geographical analysis of Stats19 data in a way that is not constrained by the boundaries of reporting regions.

4.
Progress since the last RSG

New versions of the introduction and literature review have been written.  For the introduction, the aims and objectives now appear near the start and some of the tables generated by querying the Stats19 data have been moved to an appendix.  The literature review has been focussed on geographical road safety research that reports attempts to map and explain road accident density.  References to literature that concerns the development of systems that may in the future provide the kinds of micro-data desired for making detailed measures of exposure and for collision avoidance have been removed.  References to literature that purely focuses on road accident factors but not their geography have been removed.  For instance, research that attempts to estimate the importance of factors such as speed and speeding without regard for how these factors vary in space and time is no longer referenced.  This has resulted in the literature review being far shorter and more concise.  It still needs work, in particular the section on geographical data mining needs expanding to cover what has been done to analyse other geographical data such as crime and disease data.  This literature has been collected and read but as yet the review is not included Chapter 2.
Since the last RSG, the research has focussed on analysing the data and developing methodology.  It was necessary to run the data through GAM to see if results could not only be produced, but that they revealed something interesting about the data and could form the basis for this thesis.  These exercises are ongoing and are useful for a number of reasons.  Initially they helped establish limits on the analysis resolutions.  It was sensible that these were based on the size of problem that could be handled by my PC.  Additionally, they have advanced my understanding of how GAM works and helped me identify some of problems that can be encountered during the interpretation of GAM outputs.  There is no substitute for experiments to learn about the intricacies of GAM.  For some time I was fighting to produce results based on too detailed a search.  Once I relaxed the GAM parameters and searched at higher and fewer scales the results could be produced faster and more progress could be made.  Rather than taking days to generate a result it took hours and most of the problems of interpreting results caused by filtering within the algorithm no longer applied.
The methodology is now clear.  The analysis will be at two levels and each will be in two parts.  One part will concern the development of exposure to risk estimates that model the variance in road accident densities.  The other part will concern the analysis of road accident densities over time.

5.
Progress to date

An introductory chapter has been written that details the aims and objectives.  This introduction includes a description of the Stats19 data on which this work is based.  This data has been loaded into a database which was queried to produce a number of tables and figures for exploring the data.  Some of these are incorporated in the introduction to familiarise readers with the data and the exploratory analysis process.  
A literature review and technology evaluation has been done.  The literature review focuses on that which concerns the geographical analysis of concentrations of accidents in space and time.  The technology evaluation concerns the state of the art in geographical data mining and describes a number of technologies that might be used in this research.
An initial set of experiments have been done with GAM.  These have involved analysing the data for Great Britain at a 1-km resolution and a report of them accompanies this.

6.
Plans for the coming year
The first task for the coming year is to finish the current national level analysis.  The next task is to perform a similar analysis for Leeds District at a 50-metre resolution than has been done for Britain at a 1-km resolution.  This will investigate densities down to a smaller scale and some comparisons between the results at the different levels will be made.  A report of this analysis will be taken to Leeds City Council transport department and the results discussed with road safety officers.  At the same time interviews will be conducted to find out what the council are doing with regard to the geographical analysis of road accident data and what data they are using in terms of digital maps and anything else.  At the council they should have data about where and when new home zones and other road safety measures have been implemented, they will also have more up-to-date Stats19 data.  With a bit of persuasion hopefully these data will be made available.  It is intended to write a report on this visit and from it hopefully some additional lines of enquiry will emerge.
7.
Research Schedule

Collate accident data - done

Develop proxies for exposure - underway

Identify patterns in accidents versus exposure - underway

Identify variables responsible
Identify how spatial scale effects the identification of these patterns and the building of models of accident causes.

8.
Chapter outline
Chapter 1:
Introduction
This chapter introduces the road accident data used in this work and provides background about the road safety problem approached by this work.  It introduces various ways in which road safety can be improved, how the thesis is structured and styled, and details the aims and objectives.
Chapter 2:
Literature and technology review
This chapter provides both a review of relevant road safety and road accident research literature and a review of Geographical Data Mining tools.
Chapter 3:
Methodology
This chapter will detail methodology.
Chapter 4:
GB level analysis
This chapter concerns the analysis of Stats19 data for the period 1992 to 1999 at a resolution of 1 km.  This means that the data to be analysed will initially be aggregated to a 1 km grid with 720 columns and 1260 rows covering the entire country.  In addition to the Stats19 data, ordnance survey digital map data and UK population census data will be used.  The data will be analysed at a range of spatial scales from 5 km to 50 km using a variety of different time filters.  The aim of the analysis will be to investigate where and when there have been significant changes in different classes of road accident and casualty densities.

Chapter 5:
Leeds District level analysis
This chapter concerns the analysis of Stats19 data for the period 1992 to 1999 at a resolution of 50 metres.  This means that the data to be analysed will initially be aggregated to a 50 metre grid with 1000 columns and 1000 rows covering the entire Leeds district.  The data will then be analysed at a range of spatial scales from 1 km to 10 km using a variety of different time filters.  The aim of the analysis will again be to investigate where and when there have been significant changes in different classes of road accident and casualty densities.  Other than resolution and scale the other main difference in this analysis is that more detailed digital map data and traffic flow information will be used to develop measures of exposure. 

Chapter 6:
Conclusions and Research Agenda

9.
Summary
This research involves applying a Geographical Data Mining (GDM) approach to investigate Stats19 personal injury road accident incidence data for Great Britain from 1992 to 1999.  This involves searching for and generalising spatial-temporal-attribute patterns in these data and other available geographical data that relate to them.  It may involve the application of a wide variety of exploratory geographical data analysis techniques.  It will involve mapping of data inputs and outputs and a feed back of understanding gained into the analytical process.  To begin with the work will almost entirely be based on using GAM to explore the data and provide a demonstration of its use.

There will be two level of analysis; one for all of Britain at a 1km resolution, and another for Leeds district at a 50 metre resolution.  One of the key focuses in both of these analyses is temporal change and how to go about identifying significant increases and decreases of accident density.  The hope is not just to show where all accident density is significantly increasing or decreasing but where fatal and serious accident density and child pedestrian accident density are increasing and decreasing. 
To recap, the basis of this research is in applying GAM and GEM to identify changes in accident densities over time and to explain these changes.  This will involve the development of pre-processing methods to generate inputs, a vast number of runs, and the interpretation and visualisation of outputs.  The process of developing the methodology and analysing the data will go hand in hand in an approach akin to data mining.  The idea is that interesting results will feed back into the analysis by stimulating ideas about what to search for.
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