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1. Introduction

Meeting to review earlier papers and to agree the way forward, following earlier meetings and subsequent discussion [1], [2].
This document adopts the structure of Phil’s previous note [1]: a discussion of two general issues is followed by statement of our current agreement regarding each substantive point.

2.
General issues

2.1 Documentation.  

The notes from the earlier meeting have pointed to a defect in the quality of documentation arising from the first phase of the project.  We must all work harder to document the decisions taken from meetings, plans and objectives regarding the project, and both software code and the associated results.  
The best way to document code and results is as a continuous process.  My recommendation is that a continuous record is maintained and reviewed by the PI (MB) and lead researcher (AT) on a weekly basis.
Extensive coding which has taken place on the first version of the PRM which is based on the ISAR should be regarded as both a learning experience and a pool of routines which can be drawn on and modified as necessary to the needs of the current specification.  This code needs to be documented to an appropriate but not excessive level of detail.  A description of the existing version of the PRM is included at Appendix 1 (Andy to provide).
2.2 Short-term Objectives

A significant number of meetings and presentations which are coming up in the immediate future.  These meetings represent a once-only chance to impress a number of important audiences, and therefore time is of the essence.  These meetings include:


Jun 9
-
NHS Information Centre


tba
-
Mike Robinson follow-up


End June
-
eSocSci Int Conf


July
-
Research Methods Festival


Aug
-
RSAUK


Sep
-
IBG


Nov
-
Supercomputing

We need (plausible) baseline results from the PRM at least for the RSA UK meeting and ideally somewhat earlier.  In the first instance, these results will be shaped according to the decisions which are summarised in the remainder of the present document (notwithstanding further variations which may be agreed by the investigators at subsequent meetings).
( Mark – talk to Belinda ).

3.
Specific issues

These are considered in the same order as previously:

· Household and communal establishment populations

· The nature of constraints on the population reconstruction process

· Use of the Individual SAR versus Household SAR

· Use of larger zones than output areas

· Use of IPF and conditional probabilities

· Population reconstruction model versus the dynamic simulation model

· Getting results for Leeds to make progress on the issues

· Getting results for the UK

3.1
Households and communal establishments

We are agreed that:

Both households and communal establishments need to be incorporated within the model.  Communal establishments are likely to be of particular importance in health applications e.g. old people’s homes, nursing homes, and so on.

Private households and communal establishments can be treated as two different sub-populations for the PRM.  Private households are represented within the Household SAR.  Members of communal establishments are represented within the Individual SAR.  Separate tables exist within the census small area statistics for private households and communal establishments.
Similar procedures can be used in the reconstruction of communal establishments as for private households i.e. they can be treated as ‘big households’.  This is important as most previous research focuses solely on private households.  In the first instance, however, we will concentrate purely on private households.

The basic philosophy of the modelling process will be to adopt genetic algorithms.  Individual solution populations will be evolved in accordance with the usual principles of mutation and recombination within genetic algorithms.  The precise nature of the algorithm, for example population size, mutation frequency, evaluation of fitness and so on, are all subject to further experimentation.  The algorithm will not be based on the principles of simulated annealing in which individual members of the solution population for a small area are exchanged with a parent database of anonymised records. (could be multiple exchanges?).
3.2
Nature of the constraints

Two kinds of counts will be used to fit the PRM for small areas.  The nature of the two sets of counts is clear, although there is at present some inconsistency in the language in which they are described:

Type 1.
Referred to as ‘control totals’ in PHR document, and as ‘constraints’ in AT comments.  These counts are based on the age distribution within a small area and are irrevocably binding.  In other words, if there is a count of 10 HRPs aged between 20 and 29 in the small area statistics, then there will be exactly 10 HRPs aged between 20 and 29 in the PRM for the same area (assuming that 20-29 is an appropriate age group – see below).

Type 2.
Referred to as ‘constraints’ in PHR document, and as ‘optimisations’ in AT comments.  These are counts which are used to steer the fitness of the solution within the GA.  If economic activity is a type 2 constraint and there are 10 economically active HRPs in a small area, then we might expect the solution to contain 9 EA HRPs (a good solution) or 6 EA HRPs (a poor solution), but it does not necessarily contain 10 EA HRPs.
In view of the confusion in the use of the word ‘constraint’ its further use is avoided in the present document, and the terms ‘control total’ (or control table) and ‘optimisation total’ (or optimisation table) will be adopted.

Control totals will be applied to the age, sex and marital status of HRPs using data from CAS003.  It is not clear whether the robustness of this process will be affected by the level of aggregation which is adopted at this stage.  In the first instance, we assume not.
( Scam issue – cross-refer to S3.4).
At present, control totals are derived from CAS002 (individual age) and from CAS020 (household size).  The following attributes are considered within the optimisation tables:

· Economic activity (unemployment, retired, perm sick or disabled, economically inactive – from KS9B and KS9C)
· Household composition (children, dependents, lone parents) (KS020)
· Age, sex and marital status (of individuals) (CAS001, CAS002)
· Health status & LLTI (CAS008)
Andy to provide updated list.

The most appropriate list might also include:

· Ethnicity

· Education

· Car ownership

( compare key tables within Williamson, Ballas work?).

3.3
Household SAR versus Individual SAR

The strengths and weaknesses of the two sources are reviewed in Phil’s previous document.

We are agreed that the Household SAR (HSAR) needs to be used as the basis for the reconstruction of private households.  The rationale for this decision is that the difficulty of reconstructing individual relationships within a household is the overriding consideration in the modelling process.  Since all these relationships are preserved within the HSAR then it makes sense to use this as a starting point.
The Individual SAR (ISAR) will be used as the basis for the reconstruction of communal establishments.  The rationale for this is that individuals within communal establishments are captured within the ISAR, but not within the HSAR.  This makes logical sense given that communal establishments are collections of individuals rather than households, although it is inconvenient to the extent that we need to consider two sets of data rather than just one.

We have copies of both the ISAR and HSAR data, and licences to use both data sets for Belinda, Mark and Andy.
3.4
Use of larger zones than output areas

The use of output areas within the model is questionable in view of issues relating to computational feasibility, data issues and model robustness:


The logistical issue is that there are over 200,000 of these areas, and the current implementation of the PRM uses more than a month of parallel processing to recreate the population


The data issue concerns the small cell adjustment method (SCAM) which means that many small area tables are potentially inconsistent when considered at the level of individual households (example would be useful).


The robustness issue arises from the problem of generating reliable model estimates from small area populations.  Examples relating to both mortality and migration are discussed in PHR paper.

Following ONS work in relation to mortality indicators, a minimum area size in the order of 5,000 residents is suggested.  We therefore propose the adoption of the MSOA (Middle Level Super Output Area) geography – 7,193 areas in England and Wales with an average population of 7,300.  Note that there are actually fewer MSOAs than  wards, and the MSOA data is potentially slightly less reliable than ward-level data because wards are not subjected to SCAM, whereas MSOA data is aggregated from OA data.  However MSOAs are much more evenly distributed in terms of size, whereas wards are typically too large in urban areas (e.g. Leeds, 108 MSOAs but only 33 wards). 
Note that at some stage within the modelling procedure, the spatial coding does need to be refined to something like OA level.  This is necessary for flexible aggregation and detailed model analysis: for example, MSOAs will be much too large for analysis of service provision.  We assume that this is a discrete step which follows the main part of the PRM model.  It could be undertaken using a procedure as simple as random allocation within a MSOA, but we anticipate that rather more sophistication than this will be required.  At this point we reserve judgement on the details of this process, while simply noting the requirement.

3.5
Use of IPF
IPF is used extensively in the WAND project.  Although the technique is not used in the current version of the PRM, and is not strictly needed for any of the steps described above, nevertheless IPF might be deployed in a variety of ways for Moses.  For example:
· IPF might be used to link together key tables so that multiple variables are combined within a single optimisation rather than spread across multiple optimisations.  For example, rather than considering three separate tables relating to educational attainment, occupation and health status, we might use IPF to construct a single table of education by occupation by health.  This might increase the computational effectiveness of the PRM.

· further to the above, it might be worth considering whether the initial control totals could be IPFd

· IPF might be used in the MSOA to OA distribution process (see previous note)

· IPF could be used in linking between the PRM and secondary tables i.e. health data, transport data, business data and so on.
· We might use IPF to add extra detail to the PRM, for example to reduce from 5 year age groups to single years of age.  ( Jin has done some of this).
It is likely that techniques of data merging and statistical matching might also be used to combine PRM outputs with third party datasets such as BHPS which also have individual data records. 

3.6
Dynamic simulation

The procedures for dynamic simulation and population reconstruction need to be separated to the maximum extent possible.  The dynamic simulation will be Belinda’s responsibility and the PRM will be Andy’s responsibility.  The use of HSAR should remove the need to incorporate any dynamic simulation modules within the PRM code.

The reconstruction of the population base is essentially a once-and-for-all process.  It is unclear at the present time whether multiple baselines might be advantageous e.g. for bootstrapping purposes.

3.7
Leeds Met District
In the first instance, it is still necessary to generate immediate outputs for Leeds from both the PRM and dynamic simulation.  Leeds has the advantages that it is a small sub-region and therefore easier to generate and analyse outputs than for the whole country; it is familiar so we know what results should look like and it may be easier to diagnose errors; and our policy contacts, particularly within the health sector, have an interest in Leeds.  Average/ typical profile (see Leeds book).
3.8
UK

The use of the HSAR is problematic to the extent that these data do not cover Scotland or Northern Ireland.  In the short-term we accept that following a successful application to Leeds, it should be conceptually straightforward to roll out the PRM across England and Wales.  Further options would need to be considered at a later date in order to extend the reconstruction process to Scotland and Northern Ireland.

4.
Summary of the features of the model
The next model release (Version 2) will have the following characteristics:
· It will be a representation only of private households (not communal establishments)

· It will use age, sex and marital status of HRP as control totals; and it will use additional optimisation variables as economic activity, household composition, health status and individual demographics (age, sex, marital status)
· It will be based on the Household SAR to the maximum extent possible
· It will use a genetic algorithm

· It will produce results for medium-sized output areas in Leeds
· It will have functionality which is applicable to all MSOAs in England and Wales

· It will have outputs which are suitable for input to the dynamic simulation model

The current model (Version 1) has the following characteristics:
· It represents private households; communal establishments are considered within a variant of the model
· It uses individual age and number of households as control totals; it uses economic activity, marital status, household composition and health as optimisation variables
· It is based on the Individual SAR

· It uses a genetic algorithm

· It produces results for OAs in Great Britain

· It is applicable to England, Wales, Scotland and Northern Ireland

· The outputs from the model are subject to a relatively complex aggregation from individuals into households prior to input to the dynamic simulation
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